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Introduccion a DL

Deep learning (DL): Aprendizaje automatico mediante
redes neuronales profundas (RNPs)

RNP: Algoritmo genérico que aprende automaticamente
(es decir, se auto-adapta) para resolver un problema
especifico
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Introduccion a DL

Deep learning (DL): Aprendizaje automatico mediante
redes neuronales profundas (RNPs)

RNP: Algoritmo genérico que aprende automaticamente
(es decir, se auto-adapta) para resolver un problema
especifico



Introduccion a DL

;. Como aprende?

Entrenamiento supervisado: observar/ajustar

Dadas | y salidas asociadas correctas O (conocidas)
— 0* ={(W, )

Calcular (ajustar) W para minimizar el error O - O*



Introduccion a DL
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Introduccion a DL

;. Como aprende?

end

Entradas | qm——» Salidas O
0 - O*

For counter = 1 upto Niter

Choose an integer k& uniformly at random from {1,2,3,..., N}
z{k} is current training data point

alll = ik}
For [ = 2 upto L
2l — wllgl=1] 4 plll
all = & (z[l])
DU = diag (o’ ("))
end
s = plL (a[L] — y(x{k}))
For [ = L — 1 downto 2
sl — D[l](W[l+1])T6[l+1]
end
For | = L downto 2

wll 5 Wil — 5 sllglt-17

pltl — plil — 775[!]
end

* Procedimiento iterativo de
optimizacion

 Fundamentos matematicos
(propagacion de “ajustes’
mediante derivacion y la
regla de la cadena)



Introduccion a DL

Una vez ha aprendido...
31 de diciembre (1 de enero, 2 de enero...)
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Introduccion a DL

Una vez ha aprendido...

Inferencia: poner la RNP a trabajar (despliegue)

*=1f(W,I) (= O tras el entrenamiento)

Dados [, W — calcular O*



Introduccion a DL

Una vez ha aprendido...

altl = gk}
For [ = 2 upto L

L — il gli=11 4 gl . :
O * Procedimiento directo

DU = diag (o’ ("))
end

end



Introduccion a DL

¢; Por queé ahora (y no antes)?

1. Cantidades ingentes de datos
2. “Nuevos” métodos

3. Arquitecturas paralelas potentes
4. Entornos (paquetes software)

e by ——
O PyTorch LP@T‘
1F TensorFlow

Keras




Introduccion a DL

El algoritmo se adapta al
problema de manera
(semi-)automatica

« SGD (Stochastic Gradient
Descent) o alguna variante

 Muy costoso...

For counter = 1 upto Niter

Choose an integer k uniformly at random from {1,2,3,...,

z{¥} is current training data point
alll = g{k}
For [ =2 upto L
20 = wllgl=1 4 pll
all = o (z[l])
DU = diag (o' (2Y))
end
sl — plL (a[’“] - y(x{k}))
For [ = L — 1 downto 2
6[[] — D[l](w[l+1])T6[l+1]
end
For | = L downto 2
Wl 5 Wl — g sllgt-u"
bl — plll — p sl
end
end

N}



Introduccion a DL

AlexNet GPT-3 GPT-4

2 millones de

parametros
27E+6 FLOPS

175 “billones” de

parametros
3,14E+23 FLOPS

1.8 "trillones” de

parametros
2,15E+25 FLOPS

MNIST: 10000 B « Dataset: 45 TB « Dataset: 1 PB
1-2 GPUs: 1-2 horas « 1.024 NVIDIAA100 « 25.000 NVIDIAA100
GPUs: 34 dias GPUs: 90-100 dias
https://carboncredits.com/
Emitter Equivalent number to training GPT-3 once
Plane Ride | 345 flights across the US
Car 40 cars driven for one year
Person 13 American’s annual emissions or 50 non-American’s annual emissions




;, Qué hay tras una RNP?

Perceptron Multicapa: Fully-Connected (FC)
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;, Qué hay tras una RNP?

Perceptron Multicapa: Fully-Connected (FC)
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For counter = 1 upto Niter
Choose an integer k uniformly at random from {1,2,3,..., N}

z{k} is current training data point

ror e

I — pllgh—1] 4 plt _ )

o= wial ) AV=WACY
DU = diag (o' (z!"))

» D) = (WHD)T Al

ST — DI (glE — gzt
- WO = WO - DO (AFD)T

For [ = L — 1 downto 2
sl — D[l](W[l+1])T5[l+1]
end
For [ = L. downto 2
Wl s wll — sl g-1"
pltl — plll — ,75[11
end

end



;, Qué hay tras una RNP?

 RNP convolucionales, utilizadas en vision
por computador y procesamiento de senal

« Capas de regularizacion, softmax,
dropout, pooling, FC y convolucionales

« Alrededor del 90% del tiempo en capas
convolucionales y fully-connected (FC)
para ResNet-50 v1.5

fc_3 fc_4
Fully-Connected Fully-Connected
Neural Network Neural Network
Conv_1 Conv_2 RelU activation
Convolution Convolution A /—M
(zl)i(dS) ::;’i'e' Max-Pooling \(ril)'(dS)::;?:l Max-Pooling (with
v P ng (2x2) ap g (2x2) | dropout)
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n Juan?, Andrés E. Tomés

* Universitat Politécnica de Valéncia, Valencia, Spain
® Universitat Jaume 1, Castellén de la Plana, Spain




O 0 N O 0 & W N -

L T o T e T e B S B S B S R S
O 00 N O 0 & W N = O

;, Qué hay tras una RNP?

Convolucion directa

void ConvDirect_Blocked ( I[N][H,][WIIC,],
F[H)[W;]IC]IC,],
O[N][H,]W,]IC,] )
{
for (h=0; h< N; h++ )
for (j'=0; j'<C,/Cpp; J'++)
for (#=0; i <C/C,; i'++ )
for (1=0; I<H,; I++)
for (k'=0; K <W,/W,,; kK'++ )
for (n=0;n<11,-;n++)
for (m=0; m<W,; m++)
// Micro-kernel for C+=A*B
for (ii=0; ii < Cy; ii++ )
for (kk=0; kk < W,,; kk++ )
for (jj=0; jj<Ch; ji++)
O[R]N[K" - W,y + kk1[j" - Cpp + jj]
4+ = I[h)l + n)[k' - W, , + kk +m][i’ - C,, + ii]
£ Flnl[m)[j' - C,, + jjlli’ - C,, + ii]

¢ — vigemm_base.c — 43x12

vi gemm_base.c
void gemm_base( int m, int n, int k,
float *A, int 1dA,
float *B, int 1dB,
float *C, int 1dC ){

for ( int j=0; j<n; j++ )
for ( int i=0; i<m; i++ )
for ( int p=0; p<k; p++ )
C[j*Clda+i] += A[p*Alda+i]
* B[j*Blda+p];

journal www.elsevier.

High performance and energy efficient inference for deep learning on
multicore ARM processors using general optimization techniques and BLIS

Barrachina®, Manuel F. Dolz ®, Enrique S. Quintana-Ort{ ®,




;, Qué hay tras una RNP?

Convolucion via lowering
B

F Co wr
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void Im2Row ( A[bhow,][cihswy], I[b][h;]{ws][c:] ) {
for ( h=0; h<b; h++ )
for (i =0; 2 <c¢c;; 1++ )
for (k=0; kK < wy; k++ )

for (1 =0;1< hyo; I4+4+) {
for (m =0; m < wg; m++4 )
for (n=0; n < hy; n+4+ ) {
c=n+mhys +iwsghg;
Alr]le] = I[h][l + n][k + m][i];
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10th Workshop Frontiers in Handwriting Recogn., 2006

High Performance Convolutional Neural Networks for
Document Processing

Kumar Chellapilla Sidd Puri Patrice Simard
Microsoft Research Microsoft Research Microsoft Research
One Microsoft Way, One Microsoft Way, One Microsoft Way,
Redmond, WA, 98052, USA Redmond, WA, 98052, USA Redmond, WA, 98052, USA
kumarc@microsoft.com siddpuri@microsoft.com patrice@microsoft.com




;, Qué hay tras una RNP?

% Runtime Contribution

 Transformers dominan en tareas de
procesamiento del lenguaje natural y
la IA generativa
o)
« GEMM consume sobre el 55% del
tiempo de ejecucion para BERT-Large
@ Attention Grad
B Update BFC Scale+Mask+DR+Soft @ rc Grad
7 Output O Attention  CAttention BGEMM A Gelu | {Add & Nom) MatMiul
@& Transformer @ DR+Resl+LN B Mem Transform Transforn:ner Enc. r
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;, Qué hay tras una RNP?

GEMM en arquitecturas convencionales, optimizada para
computacion cientifica

Commodity:
NVIDIA (ARM) Carmel
(Xavier), A57 (Nano, TX2), A78
(Orin)

Alto rendimiento:
Intel Xeon, AMD EPYC,
Fujitsu (ARM) AB4FX




;, Qué hay tras una RNP?

Deep learning y nuevas arquitecturas

DOI:10.1145/3282307

like in-specific hardware,

enhanced security, open instruction sets, and Ace I e ra d o reS :
agile chip development will lead the way. X| I | nx Al E , Rl S C_V+ E P | V P U

‘ BY JOHN L. HENNESSY AND DAVID A. PATTERSON

A New Golden
Age for
comPUter Bajo consumo:
Architecture GreeenWaves (RISC-V) .GAP8,

Arduino (ARM) M4F
aI‘(iV > cs > arXivi2306.15552 ( )

Help | Advanced

Computer Science > Hardware Architecture
[Submitted on 27 Jun 2023]

A Survey on Deep Learning Hardware Accelerators for Heterogeneous HPC Platforms

Cristina Silvano, Daniele lelmini, Fabrizio Ferrandi, Leandro Fiorin, Serena Curzel, Luca Benini, Francesco Conti, Angelo Garofalo, Cristian
Zambelli, Enrico Calore, Sebastiano Fabio Schifano, Maurizio Palesi, Giuseppe Ascia, Davide Patti, Stefania Perri, Nicola Petra, Davide De Caro,
Luciano Lavagno, Teodoro Urso, Valeria Cardellini, Gian Carlo Cardarilli, Robert Birke
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* Optimizacion de GEMM
« GEMM para DL

« (Generacion automatica
 Portabilidad



Optimizacion de GEMM

GotoBLAS2

ACM Trans. Math. Software, 2008

Anatomy of High-Performance Matrix

Multiplication
KAZUSHIGE GOTO and ROBERT A. VAN DE GEIJN

The University of Texas at Austin

2020 SIAM Activity Group
on Supercomputing
Best Paper Prize

* Open source: BLIS*, OpenBLAS

* Vendedores: ARMPL, AMD AOCL-BLAS, posiblemente también Intel MKL
(oneAPl)

1. Jerarquia del sistema de cache
2. Unidades aritméticas SIMD

*2023 J. H. Wilkinson Prize for Numerical Software



Optimizacion de GEMM

GotoBLAS2

ACM Trans. Math. Software, 2008

Anatomy of High-Performance Matrix
Multiplication

KAZUSHIGE GOTO and ROBERT A. VAN DE GEIJN

The University of Texas at Austin

C += A +* B
C > mxn,
A—-mxk B—-okxn

CO~J O Ui WN =

for (jc=0; jc<n; jc+=nc) // Loop
for (pc=0; pc<k; pc+=kc){ //
for (ic=0; ic<m; ic+=mc){ //

for (jr=0; jr<mc; jr+=nr) //
for (ir=0; ir<mc; ir+=mr) //

1}

L1
L2

L4
L5

e 5 bucles




Optimizacion de GEMM

GotoBLAS2

ACM Trans. Math. Software, 2008

Anatomy of High-Performance Matrix
Multiplication

KAZUSHIGE GOTO and ROBERT A. VAN DE GEIJN

T _ 1| for (jc=0; jc<n; jc+=nc) // Loop L1
The University of Texas at Austin 9 for (pc=0; pc<k; pe+=ke){ /] L2
3 // Pack B
4 Bc:=B(pc:pc+kc-1, jc:jc+nc-1);
5 for (ic=0; ic<m; ic+=mc){ [/ L3
6 // Pack A
C += A * B 7 Ac:=A(ic:ic+mc-1, pc:pc+kc-1);
8 for (jr=0; jr<mnc; jr+=nr) // L4
C —)mxn, 9 for (ir=0; ir<mc; ir+=mr) // L5
10
A—-mxk B—-okxn 11
12
13
14
15|  }}

* 5 bucles
« 2 rutinas de empaquetamiento



Optimizacion de GEMM

GotoBLAS2

ACM Trans. Math. Software, 2008

Anatomy of High-Performance Matrix

Multiplication
KAZUSHIGE GOTO and ROBERT A. VAN DE GEIJN

T _ 1| for (jc=0; jc<n; jc+=nc) // Loop L1
The University of Texas at Austin 2| for (pc=0; pc<k; pc+=kc){ /] L2
3 // Pack B
4 Bc:=B(pc:pc+kc-1, jc:jc+nc-1);
5 for (ic=0; ic<m; ic+=mc){ // L3
6 // Pack A
C -|—= A * B 7 Ac:=A(ic:ic+mc-1, pc:pc+kc-1);
8 for (jr=0; jr<mnc; jr+=nr) // L4
C —> mxn, 9 for (ir=0; ir<mc; ir+=mr) // L5
10 // Micro-kernel
A—-omx k, B — k XN 11 C(ic+ir:ic+ir+mr-1,
12 jc+jr:jc+jr+nr-1)
13 += Ac(ir:ir+mr-1, O:kc-1)
14 * Bc(0:kc-1, jr:jr+nr-1);
15|  }}
* 5 bucles

« 2 rutinas de empaquetamiento
* 1 micro-kernel (+1 bucle)



Optimizacion de GEMM

1) Tiling (blocking):

 Particionar m,n, k — mc, nc, kc

. In L3 cache . In L2 cache . In L1 cache . In registers

Loop L1 i

el | ~] A B
beorl2 1 T W3- — L3 cache
Loopls | TS T

5 - maa — |2 cache
Loepd | T S

| BrI L1 cache
Loopls | A, S
P 8 g T

for (jc=0; jc<n; jc+=nc) // Loop L1

for (pc=0; pc<k; pc+=kc){ // L2
for (ic=0; ic<m; ic+=mc){ // L3
3}




Optimizacion de GEMM

2) Empaquetado:

« Buffer A, — mc x kc, buffer B, — kc x nc

Accesos consecutivos en memoria desde

el micro-kernel

1| for (jc=0; jc<n; jc+=nc) // Loop L1
. ; 2| for (pc=0; pc<k; pc+=kc){ // L2
» Reducir fallos de cachés 3| // Pack B
4 Bc:=B(pc:pc+kc-1, jc:jc+nc-1);
« Cargas SIMD de datos en los buffers 5| for (ic=0; ic<m; ic+=mc){ // L3
6 // Pack A
7 Ac:=A(ic:ic+mc-1, pc:pc+kc-1);
8
L B
..... 12
l/l/l/l/l/ W/M / I”’ 13
15 1}




Optimizacion de GEMM

3) Micro-kernel:

 ( — mr x nrresidente en registros

vectoriales
« Cargas SIMD de C en registros
vectoriales antes del bucle Ll for (je=0; je<n; je+=nmc) // Loop L1
2| for (pc=0; pc<k; pc+=kc){ // L2
. 3 // Pack B
 Dentro del bucle Lé: 4| Be:oB(pe:petke-1, je:jetnc-1);
L 5 for (ic=0; ic<m; ic+=mc){ // L3
* Aritmética SIMD 6 // Pack A
X 7 Ac:=A(ic:ic+mc-1, pc:pc+kc-1);
« Cargas de A, B, desde caché L2, L1, resp. ¢ o (Eo0. memas (Eioms) ) L
i i 9 for(ir=0; ir<mc; ir+=mr) // L5
« Almacenamiento SIMD en C después 1o // Micro-kernel
del bucle 11 C(ic+ir:ic+ir+mr-1,
12 jc+jr:jc+jr+nr-1)
13 += Ac(ir:ir+mr-1, O:kc-1)
P 14 * Bc(0:kc-1, jr:jr+nr-1);
r 15 1}
M
1| for (pr=0; pr<kc; pr++) // Loop L6
p 2 C(ic+ir:ic+ir+mr-1,
r 3 je+jr:jc+jr+nr-1)
1 += Ac(ir:ir+mr-1,pr) Micro-kernel
5 * Bc(pr,jr:jr+nr-1); (+1 IOOp)
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GEMM para DL

Implementaciones de BLAS:

* Open source: BLIS, OpenBLAS
* Vendedor: ARMPL, AMD AOCL-BLAS, Intel MKL (oneAPI)?

Problemas:
« Consumo de memoria

 Funcionalidad no presente: INT8/INT16/INT32, BF16/TF32, precisién
mixta

 Rendimiento suboptimo para DL



GEMM para DL

NVIDIA Carmel (ARM v8.2), 2.3 GHz, IEEE FP32
e GEMM, m=n=k=2,000
+  BLIS (v0.8.1): 28 GFLOPS (76% del pico)

. ARMPL (v21.1): 26.5 GFLOPS
- OpenBLAS (v0.3.19): 23 GFLOPS




GEMM para DL

Capas convolucionales en ResNet-50 v1.5, después de IM2COL

ResNet50 Model Architecture

_"; Mz EEEEE BT 9%“_}
kS o (ST (8T (87| 8] <
)
Stage 1 Stage 2 Stage 3 Stage4 Stage 5
Layer Layer numbers m n k Layer Layer numbers m n k
id.  in ResNet50 v1.5 id. in ResNet50 v1.5
1 001 1,605,632 64 147 11 080 100,352 256 512
2 006 401,408 64 64 12 083/095/105/115/125/135 25,088 256 2,304
3 009/021/031 401,408 64 376 13 086/098/108/118/128/138 25,088 1,024 256
4 012/014/024/034 401,408 256 64 14 0338 25,088 1,024 512
5 018/028 401,408 64 256 15 092/102/112/122/132 25,088 256 1,024
6 038 401,408 128 256 16 142 25,088 512 1,024
7 041/053/063/073 100,352 128 1,152 17  145/157/167 6,272 512 4,608
8 044/056/066/076 100,352 512 128 18  148/160/170 6,272 2,048 512
9 046 100,352 512 256 19 150 6,272 2,048 1,024
10 050/060/070 100,352 128 512 20 154/164 6,272 512 2,048




GEMM para DL

NVIDIA Carmel (ARM v8.2), 2.3 GHz, IEEE FP32
« GEMM, m= 401,408, n=64, k= 147 (layer 006, ResNet-50 v1.5)

 BLIS (v0.8.1): 17 GFLOPS (46% del pico)
« ARMPL (v21.1): 13 GFLOPS
« OpenBLAS (v0.3.19): 12 GFLOPS

., Por que”?



GEMM para DL

Parametros de GEMM que determinan el rendimiento:

« Parametros de configuracion de cache: mc, nc, kc

- Adaptar tamarios de bloques de A, B, C a las capacidades de las cache, para reducir

fallos
 Parametros del micro-kernel: mr x nr 1| for (jc=0; jc<m; jc+=nc) // Loop L1

2| for (pc=0; pc<k; pc+=kc){ // L2

« Maximizar el uso de registros vectoriales 3| // Pack B
4 Bc:=B(pc:pc+kc-1, jc:jc+nc-1);

« Maximizar los flops por acceso a memoria 5 for (ic=0; ic<m; ic+=mc){ // L3
6 // Pack A
7 Ac:=A(ic:ic+mc-1, pc:pc+kc-1);
8 for (jr=0; jr<mnc; jr+=nr) // L4
9 for (ir=0; ir<mc; ir+=mr) // L5
10 // Micro-kernel
11 C(ic+ir:ic+ir+mr-1,
12 jc+jr:jc+jr+nr-1)
13 += Ac(ir:ir+mr-1, O:kc-1)
14 * Bc(0:kc-1, jr:jr+nr-1);
15|  }}




GEMM para DL

Implementaciones de BLAS utilizan valores fijos para los
parametros de configuracion de caché: mc,nc, kc, pero kc < k —

Micro-panel B,., de dimensién kc x nr, en cache L1 resulta en
una baja utilizacion de la cache L1

k L1 GEMM on 1 core of NVIDIA Carmel
KB (%) 125 GEMM —3¢— ' ' ' ' ' ' ' '

64| 4.0 6.2 12 |

96| 6.0 94
128 || 8.0 12.5
160 || 10.0 15.6
192 || 12.0 18.7
224 || 14.0 21.9 10.5 ¢
240 || 15.0 23.4 "

2000 || 15.0 23.4 64 80 96 112 128 144 160 176 192 208 224 240 2000
Dimension k

GFLOPS
= &

B, L1 cache




GEMM para DL

Implementaciones de BLAS solo ofrecen un micro-kernel por
arquitectura

Layer m, no ks m, n, L1 Max
id. (%) (%)
8 3,584 256 128 4 3.12 25

4
8 3584 256 128 4 8 625 50
8 3328 275 128 4 12 938 50
8 3328 275 128 4 16 1250 50
8 3072 298 128 4 20 1560 50
8 3072 298 128 4 24 1880 50
§ 3072 298 128 [ 4 28 2190 50 BEST
8 3584 256 128 & 4 312 %
8 3584 256 128 _8 8 625 25
8 3328 275 128| 8 12 938 50 BLIS*
8 3584 256 128 12 4 312 25
8 3584 256 128 12 8 625 25
8 3584 256 128 16 4 312 25 ¢ Por quée?
8 3584 256 128 20 4 312 25 . . .,
8 3584 256 128 24 4 312 25 Micro-panel Br, de dimension
8 3584 256 128 28 4 312 25 kc x nr, en cache L1 —

Mejor utilizar micro-kernels
con nr mas grande

* FP32



GEMM para DL

Mejorar la utilizacion de la cache L1: Variedad de micro-kernels
ARMV8a, 4x4 x86 AVX512, 4x16

1| .LBB1_5: 1| .LBB5_12:
2 add x11, x9, x10 2 vmovaps -16(%rdx ,%r13), %xmm4
3 add x12, x8, x1@ 3 vmovaps (%rdx,%r13), %xmmb
4 ldr q4, [x11, #15952] 4 vmovups -64(%rsi,%r13,4), %zmmé6
5 ldr g5, [x12, #15968] 5 vmovups (%rsi,%r13,4), %zmm7
6 ldr g6, [x11, #15968] 6 vbroadcastss %xmm4, %zmm8
7 ldr q7, [x12, #15984] 7 vfmadd213ps %zmm3, %zmm6, %zmm8
8 ldr q16, [x11, #15984] 8 vmovshdup %xmm4 , %xmm3
9 ldr q17, [x12, #16000] 9 vbroadcastsd %xmm3, %zmm9
10 fmla v3.4s, v5.4s, v4.s[0] 10 vfmadd213ps %zmm2, %zmm6, %zmm9
11 fmla v2.4s, v5.4s, v4.s[1] 11 vpermilps $234, %xmm4, %xmm2
12 fmla vi1.4s, v5.4s, v4.s[2] 12 vbroadcastsd %xmm2, %zmm1@
13 fmla v@.4s, v5.4s, v4.s[3] 13 vfmadd213ps %zmml, %zmm6, %zmm10Q
14 ldr g4, [x11, #16000] 14 vpermilps $239, %xmm4, %xmml
15 ldr g5, [x12, #16016] 15 vbroadcastsd %xmml1, %zmm4
16 fmla v3.4s, v7.4s, v6.s[0] 16 vfmadd213ps %zmm@ , %zmm6, %zmm4
17 fmla v2.4s, v7.4s, v6.s[1] 17 vbroadcastss %xmm5, %zmm3
18 fmla vi1.4s, v7.4s, v6.s[2] 18 vfmadd213ps %zmm8 , %zmm7, %zmm3
19 fmla v@.4s, v7.4s, v6.s[3] 19 vmovshdup %xmm5 , %xmm@
20 fmla v3.4s, v17.4s, vi16.s[0] 20 vbroadcastsd %xmm@, %zmm2
21 fmla v2.4s, v17.4s, v16.s[1] 21 vfmadd213ps %zmm9 , %zmm7, %zmm2
22 fmla vi1.4s, v17.4s, vi16.s[2] 22 vpermilps $234, %xmm5, %xmmo
23 fmla v0.4s, v17.4s, vi16.s[3] 23 vbroadcastsd %xmm@, %zmml
24 adds x10, x10, #64 24 vfmadd213ps %zmm1@, %zmm7, %zmm]l
25 fmla v3.4s, v5.4s, v4.s[0] 25 vpermilps $239, %xmm5, %xmmo
26 fmla v2.4s, v5.4s, v4.s[1] 26 vbroadcastsd %xmm@, %zmm@
27 fmla vi1.4s, v5.4s, v4.s[2] 27 vfmadd213ps %zmm4 , %zmm7, %zmm@
28 fmla v0.4s, v5.4s, v4.s[3] 28 addq $32, %ri13
29 b.ne .LBB1_5 29 cmpq $2048, %ri13

30  jne .LBB5_12




GEMM para DL

s, Solucion?
ARMv8a, 4x4 x86 AVX512, 4x16

1| .LBB1_5: 1| .LBB5_12:
2 add x11, x9, x10 2 vmovaps -16(%rdx ,%r13), %xmm4
3 add x12, x8, x1@ 3 vmovaps (%rdx,%r13), %xmmb
4 ldr q4, [x11, #15952] 4 vmovups -64(%rsi,%r13,4), %zmmé6
5 ldr g5, [x12, #15968] 5 vmovups (%rsi,%r13,4), %zmm7
6 ldr g6, [x11, #15968] 6 vbroadcastss %xmm4, %zmm8
7 ldr q7, [x12, #15984] 7 vfmadd213ps %zmm3, %zmm6, %zmm8
8 ldr q16, [x11, #15984] 8 vmovshdup %xmm4 , %xmm3
9 Tdr al7  TTx12 #160001 9 vhroadcastsd %xmm3  %7mm9
10
11
12 "
;s iSolo para expertos!
15
16|  swia ve.wo, vi.do, ve.orLwa iUl vimauuc i opo  memmy , cmmy , oo
17 fmla v2.4s, v7.4s, v6.s[1] 17 vbroadcastss %xmm5, %zmm3
18 fmla vi1.4s, v7.4s, v6.s[2] 18 vfmadd213ps %zmm8 , %zmm7, %zmm3
19 fmla v@.4s, v7.4s, v6.s[3] 19 vmovshdup %xmm5 , %xmmo
20 fmla v3.4s, v17.4s, vi16.s[0] 20 vbroadcastsd %xmm@, %zmm2
21 fmla v2.4s, v17.4s, v16.s[1] 21 vfmadd213ps %zmm9 , %zmm7, %zmm2
22 fmla vi1.4s, v17.4s, v16.s[2] 22 vpermilps $234, %xmm5, %xmmo
23 fmla v0.4s, v17.4s, vi16.s[3] 23 vbroadcastsd %xmm@, %zmml
24 adds x10, x10, #64 24 vfmadd213ps %zmm1@, %zmm7, %zmm]l
25 fmla v3.4s, v5.4s, v4.s[0] 25 vpermilps $239, %xmm5, %xmmo
26 fmla v2.4s, v5.4s, v4.s[1] 26 vbroadcastsd %xmm@, %zmm@
27 fmla vi1.4s, v5.4s, v4.s[2] 27 vfmadd213ps %zmm4 , %zmm7, %zmm@
28 fmla v0.4s, v5.4s, v4.s[3] 28 addq $32, %r13
29 b.ne .LBB1_5 29 cmpq $2048, %ri13

30 jne .LBB5_12
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Portabilidad

Commodity:
NVIDIA (ARM) Carmel
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TX2), A78 (Orin)

Alto rendimiento:
Intel Xeon, AMD EPYC,

Fujitsu (ARM) A64FX
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ChatGPT (=

&

write me a micro-kernel for matrix multiplication for
ARM NEON

Writing a complete ARM NEON micro-kernel for
matrix multiplication here might be a bit too
extensive, but | can certainly provide you with a
simplified version of a micro-kernel to get you
started. This micro-kernel will perform matrix
multiplication for a 4x4 block using ARM NEON

intrinsics.

X multipli

cO
cl
c2
c3

vmlaq
vmlaq
vmlaq
vmlaqg

cation micro-kernel for g

(
vdupq_n_£32(
vdupq_n_£32(
vdupq_n_£32(
vdupq_n_£32(

; k <45 ++k) {
b = vldiq_£32(B + k *
a0 = vdupg_n_£32(A[k *
al vdupqg_n_£32(A[k *
a2 vdupg_n_£32(A[k *
a3 = vdupq_n_£32(A[k *

_£32(c0, a0, b);
_£32(c1, al, b);
_£32(c2, a2, b);
_£32(c3, a3, b);

vstlq_£32(C, c0);

vstlq_£32(C + stride, cl);
vstlq_£32(C +
vstlq_£32(C +

* stride, c2);

* stride, c3);

);

stridel);
stride + 11);
stride + 21);

stride + 3]);
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Necesitamos micro-kernels de diferentes tamanos, para diferentes
arquitecturas y dimensiones de problemas, pero jel desarrollo
manual es una tarea solo para expertos!

Generacion
automatica

Proc. 43rd ACM SIGPLAN PLDI, 2022
Exocompilation for Productive Programming of

Hardware Accelerators

Yuka Ikarashi® Gilbert Louis Bernstein’ Alex Rein
MIT CSAIL, USA UC Berkeley, USA UC Berkeley
Hasan Genc Jonathan Ragan-Kelley
UC Berkeley, USA MIT CSAIL, USA

A) C & vector intrinsics

B) Scripts de Python

C) Lenguaje Exo
Apache TVM
Google MLIR?

ar(iv > ¢s > arXiv:1802.04799

Computer Science > Machine Learning
[Submitted on 12 Feb 2018 (v1), last revised 5 Oct 2018 (this version, v3)]

TVM: An Automated End-to-End Optimizing Compiler for Deep Learning

Tiangi Chen, Thierry Moreau, Ziheng Jiang, Lianmin Zheng, Eddie Yan, Meghan Cowan, Haichen Shen, Leyuan Wang, Yuwei Hu, Luis Ceze, Carlos
Guestrin, Arvind Krishnamurthy
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A) C & vector instrinsics™:

+ |Independente de las
dimensiones del micro-
kernel

+ Independiente (casi) del
tipo de datos

*Requiere soporte para arrays de
registros vectoriales

> W0 N =

= O O 0030t

OB W N

~

Q0

LCONONNNNDNDDNDNDNDNDNN R
OOl W N = C

S © 00

—

#define mv (mr/v1_£p32)
#define nv (nr/v1_£p32)
gemm_ukernel_Cresident_SIMD_mrxnr( int kc, float *Ar, float *Br,

float *C, int Clda ) {
// mr x nr micro-kernel with C resident in regs.

// Inputs:
// - C stored in column-major order, with leading dimension Clda
1/ - Ar packed by columns, with leading dimension mr
iy - Br packed by rows, with leading dimension nr

int iv, i, jv, pr, baseA = 0, baseB = 0;

vregister Cr[mv][nr] // Micro-tile of C

ar[mv], br[nv]; // Single column/row of Ar/Br
vinit () ;

// Load the micro-tile of C into vector registers,
// each with v1_fp32 FP32 elements
for ( j=0; j<nr; j++ )
for ( iv=0; iv<mv; iv++ )
vlioad(Cr[iv][j], &C[j*Clda+iv*vl_£fp32]);

for ( pr=0; pr<kc; pr++ ) {
// Load the pr-th column/row of Ar/Br into vector registers
for ( iv=0; iv<mv; iv++ )
vload(ar[iv], &Ar[baseA+iv*vl_£fp32]);
for ( jv=0; jv<nv; jv++ )
vload(br[jv], &Br[baseB+jv*vl_£fp32]);

// Update the micro-tile with axpy
for ( iv=0; iv<mv; iv++ )
for ( jv=0; jv<nv; jv++ )
for ( j=0; j<vl_£fp32; j++ )
vupdate (Cr[iv] [jv*vl_£fp32+j], ar([iv], br[jv]l, j);
baseA += mr; baseB += nr;

}

// Store the micro-tile in memory
for ( j=0; j<nr; j++ )
for ( iv=0; iv<mv; iv++ )
vstore (&4C[j*Clda+iv*vl_£fp32], Cr[iv][jl);
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// Macros for ARM Neon

#define

#define
#define
#define
#define
#define

vl_£fp32 4

arm
NEON

vregister float32x4_t
vinft() PG
vlioad(vreg, mem) vreg = vldiq_f32(mem) 6511
vstore(mem, vreg) vstiq_£f32(mem, vreg) -
vupdate (vregl, vreg2, vreg3, j) \

vregl = vfmaq_laneq_f32(vregl, vreg2, vreg3, j)

// Macros for ARM SVE

#define

#define
#define
#define
#define
#define

Arm SVE

vl_£fp32 16

vregister svfloat32_t
vinit () svbool_t pred = svwhilelt_b32_u32(0, v1_£fp32)
vload(vreg, mem) vreg = svldli_f32(pred, mem)
vstore(mem, vreg) svstl_f32(pred, mem, vreg)
vupdate (vregl, vreg2, mem, j) \

vregl = svmla_n_£f32_z(pred, vregl, vreg2, mem)

// Macros for Intel AVX-512

#define

#define
#define
#define
#define
#define

Intel® AVX-512

vl_fp32 16

vregister __mb12

vinit ()

vload(vreg, mem) vreg = _mmb12_loadu_ps (mem)

vstore (mem, vreg) _mm512_storeu_ps(mem, vreg)

vupdate (vregl, vreg2, vreg3, j) \

vregl = _mm512_fmadd_ps(vreg2, \

_mm512_setl_ps(vreg3[jl), \
vregl)

OO W=

O

10
11
12
13

// Macros for RISC-V V

#define

#define
#define

#define
#define
#define

vl_£p32 16

</

vregister vfloat32mé_t

vinit () \
float init[vl_£fp32]; \ °
memset (&Zinit, 0.0, v1_£fp32); \ RISC
vlie32_v_£f32m4 (&init, v1_£fp32))

vlioad(vreg, mem) vreg = vle32_v_£f32m4(mem, v1l_£fp32)

vstore (mem, vreg) vse32_v_£f32m4(mem, vreg, vl_£fp32)

vupdate (vregl, vreg2, vreg3, j) \

vregl = vfmacc_vf_£f32m4 (vregl, vreg3[jl, vreg2, \

vl_£fp32)

#define mv
#define nv

(mr/v1_£p32)
(nr/v1_£p32)

gemm_ukernel_Cresident_SIMD_mrxnr( int kc, float *Ar, float *Br,

float *C, int Clda ) {
// mr x nr micro-kernel with C resident in regs.
// Inputs:
// - C stored in column-major order, with leading dimension Clda
Ll - Ar packed by columns, with leading dimension mr

// - Br packed by rows, with leading dimension nr

+ lIndependente de la
arquitectura destino!

for ( pr=0; pr<kc; pr++ ) {
// Load the pr-th column/row of Ar/Br into vector registers
for ( iv=0; iv<mv; iv++ )
vload(ar[iv], &Ar[baseA+iv*vl_£fp32]);
for ( jv=0; jv<nv; jv++ )
[vload (br[jv], &Br[baseB+jvxvl_£p32]); |

// Update the micro-tile with axpy
for ( iv=0; iv<mv; iv++ )
for ( jv=0; jv<nv; jv++ )
for ( j=0; j<vl_£fp32; j++ )
Ivupdate(Cr[iv][jv*vl_fp32+j], el Delal, 1)R I

= mr; baseB ¥= nr,;

baseA

}

// Store the micro-tile in memory
for ( j=0; j<nr; j++ )
for ( iv=0; iv<mv; iv++ )
[vstore (&C[j*Clda+iv*vl_£p32], Crliv][jl); |
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Performance for ResNet50 v1.5 on NVIDIA Carmel
40 T

T T
== Generic

35 s BLIS
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NVIDIA Carmel
NEON

HARCK

64

Performance for ResNet50 v1.5 on Fujitsu A64FX

| |
BLIS

1 2 3 4 5 6 7 9 10 11 12 13 14 15 16 17 18 19 20
Layer Id
120
Arm SVE s
Fujitsu A64FX
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9 60
w
]
40
AMD CUAVX2
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Performance for ResNet50 v1.5 on AMD EPYC 1 2 3 4
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The Journal of Supercomputing (2023) 79:8124-8147
https://doi.org/10.1007/s11227-022-05003-3
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Micro-kernels for portable and efficient matrix
multiplication in deep learning

Guillermo Alaejos - Adrian Castellé’ - Héctor Martinez? - Pedro Alonso-Jorda’ -
Francisco D. Igual® - Enrique S. Quintana-Orti’
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B) Scripts de Python

for ¢ in range(l, nr): #Pointers to columns of C, column stride=1dC
fout.write(f"add CO{c}, CO{c-1}, 1dC\n")
#
for ¢ in range(0, nr): # Load the micro-tile
fout.write(f"1ldr CrqO0{c}, [CO{c}]\n") # of C into vector regs.
addr = shift
for r in range(l, mr // vl):
fout.write(£f"1ldr Crq{r}{c}, [CO{c}, #{addr}]\n")
addr += shift
#
fout.write(f".LOOP_{mr}x{nr}:\n")
addr = shift ' '
for  in zenge(0, mr // vl): + Direct generation of assembly

fout.write(f"ldr arq{r}, [Ar]\n")

R e e code: low-level optimizations
: (prefetching)

for ¢ in range(0, nr // vl):

fout.write(£"1ldr brq{c}, [Brl\n") - Dependent Of proceSSOr

fout.write(f"add Br, Br, #{addr}\n") ]
#
e in range(o, me // w1 architecture, data type
for ¢ in range(0, nr // vl):
for v in range(0, vl):
Cp = cx*xvl+v
fout.write(f"fmla Crv{r}{Cp}, arv{r}, brv{c}[{v}]\n")

3
fout.write(f"sub kc, kc, 1\n") # Prepare for the
fout.write(f"cmp kc, O0\n") # next iteration

fout.write(f"b.ne .LOOP_{mr}x{nr}t\n")
#
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B) Scripts de Python

1| .text

2| .align 5 1| // Inputs

3| .global gemm_ukernel NEON_asm_4x4 2| #define kc x0

4 3| #define Ar x1

5| gemm_ukernel NEON_asm_4x4: 4| #define Br x2

6| // Save variables to stack 5| #define C x3

7| // Omitted for brevity 6| #define 1dC x4

8 7

9] add C01, CO00, 1dC // Pointers 8| // ARM NEON

10| add C02, CO01, 1dC // to columns of C, 91 // vl * sizeof

11| add €03, C02, 1dC // column stride=1dC 10| // datatype (FP32)
12 11| #define shift 16

13| 1dr Crq00, [C00] // Load the 12

14{ 1dr Crq01, [CO01] // micro-tile of C 13| // Addresses for

15| 1dr Crq02, [C02] // into vector 14| // remaining

16/ 1dr Crq03, [C03] // registers 15| // columns of C

17 16| #define COO C

18 .LOOP_4x4: // Main loop 17| #define CO1 x5

19| 1dr arqoO, [Ar] // Load the pr-th 18| #define CO2 x6

20| add Ar, Ar, #shift // column/row 19| #define CO3 x7

21| 1dr brqO, [Br] // of Ar,Br 20

22| add Br, Br, #shift 21| // Vector registers
23 22( // for micro-tile
24| fmla Crv00, arvO0, brvO0[0] // Update the 23|08/ BoLs C

25| fmla Crv01, arv0, brvO[1] // micro-tile 24| #define Crq00 qO

26| fmla Crv02, arv0, brv0[2] // with AXPYs 25| #define Crv00 vO0.4s
27| fmla Crv03, arv0, brv0[3] 26| #define CrqO1 qi

28 27| #define Crv01 vi.4s
29| sub kc, kc, 1 // Prepare for 28| #define Crq02 q2

30| cmp kc, O // the next 29| #define Crv02 v2.4s
31| b.ne .LOOP_4x4 // iteration 30| #define Crq03 g3

32 31| #define Crv03 v3.4s
33| str Crq00, [C00] // Store the 32

34| str Crq01, [CO01] // micro-tile 33| // Vector registers
35| str Crq02, [C02] // in memory 34| // for column/row
36| str Crq03, [C03] 35| // of Ar,Br

37 36| #define arq0 q4

38| END: 37| #define arv0 v4.4s
39| // Restore variables from stack 38| #define brq0 g5

40[ // Omitted for brevity 39| #define brv0 vb.s
41| ret
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B) Scripts de Python

ResNet50v1.5 on NVIDIA Carmel
40

BLIS
openBLAS
35 + ATMIPL B |
Autogen-ASM =
30 g ‘ ——————————————————————————————————————————————————————— ‘ ——————————————————————————————————————————————————————————————————————————
b 1 HENHEE S LT | 18
< I 1 UL 1 18
U 1 UL 1 18
U 1 HENHEE S 1 18
LI |1 | LA LA LA LA LA LA AL LU 18
0

i 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
# of layer

Tamano del micro-kernel generado

automaticamente igual al utilizado

por BLIS. Objetivo: mostrar
rendimiento similar
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C) Lenguaje Exo

p—
O OO0 D WD

W L L L LW W N NN NN NN DN DD k= e b et ot ot o ok et
N PH WD~ OWOWHOTIANANNDWN—~=OWONIONWN DS WK =

=

USER CODE
p = unroll_loop(p,’it’)
unroll_loop(p,’ Jjt’)

el
1

# RESULTING EXO GENERATED CODE

def uk_8x12( KC: size, alpha: f£32[1] @ DRAM,
Ac: f32[KC, 8] @ DRAM, Bc: £f32[KC, 12] @ DRAM,
beta: £32[1] @ DRAM, C: £32[12, 8] @ DRAM
) 8

# Registers for C and load C as in
# previous figures. Omitted for brevity

# Registers for Ac and Bc
A_reg: R[2, 4] @ Neon
B_reg: R[3, 4] @ Neon

# C += Ac * Bc
for k in seg(0, KC):
# Unrolled loads from Ac and Bc to registers
neon_vld_4xf32 (A_reg|O, :4], Aclk, 0:4 + O
neon_vld_4xf32 (A_reg[l, :4], Aclk,
neon_vld_4xf32 (B_reg]l0, :4], Bclk,
neon_vld_4xf32 (B_regll, :4], Bclk,
neon_vld_4xf32 (B_reg[2, 0:4], Bclk,
# Computation with registers
for jt in seqg(0, 3):
for it in seq(0, 2):
for jtt in seq(0, 4):
neon_vfmla_4x£f32_4xf32(
C_reg[jtt + 4  jt, it, 0:4],
A_reg[it, 0:4], B_reg[0:4, jt], Jjtt)

@ @ @ @
@ B O P
BB D
+ + + +
o B O D

]
]
]
]
]

— — — ~— ~—
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C) Lenguaje Exo
ResNet-50 v1.5 on NVIDIA Carmel

35 T T T T
mmmmm ALG+NEON
mmmmm ALG+BLIS
mmmem BLIS
30 || oommm ALGHEXQ | ]

GFLOPS
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# of layer
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Tackling the Matrix Multiplication Micro-kernel
Generation with EX0

Adridn Castell6 arashi
i itécnica de Valéncia Cornell University  UC Berkeley MIT CSAIL Universidad de
j i sail.mit.edu

Heéctor Martinez
Cordoba
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Generacion automatica de GEMM

C) Apache TVM

def packed_GEMM(m, n, k, mc, nc, kc, mr, nr):

# Pl) Define operation

A = te.placeholder((m, k), name="A")

B = te.placeholder((k, n), name="B")

# 4D view into A and B to induce creation

# of buffer by TVM

Ac = te.compute((math.ceil (k/kc),
math.ceil (m/mr), kc, mr),
lambda i, j, g, r:
Al % me &, 1 % ka + gl
name="Ac")

Bc = te.compute ((math.ceil (k/kc),

math.ceil(n/nr), kc, nr),
lambda i, j, g, r:
Bl. i » ke + q, j * nr + ¢ 1;

name="Bc")

18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46

= te.reduce_axis ( (0,
= te.compute((m, n), lambda i, j:
te.sum(Ac[p//kc, i//mr,

tvm.tir.indexmod (p,
tvm.tir.indexmod (i,
Bc[p//kc, j//nr,
tvm.tir.indexmod (p,
tvm.tir.indexmod (],
axis=p), name="C")

k), "p")

Q'o

# P2) Prepare schedule
sched = te.create_schedule (C.op)

ic, jec, \

ir, jr = sched[C].tile(C.op.axis[0],
g opsaxas] 1,
TNEIPSTI )

pc, pr = sched[C].split(p, factor=kc)

# P3) Place Ac, Bc in the desired loo

sched[Bc] .compute_at (sched[C], pc)

sched[Ac] .compute_at (sched[C], ic)

# P4) Loop schedule as in B3A2CO
sched[C] .reorder(jc, pc, 1¢, Jry 1r;
# P5) Generate code with LLVM backend
return tvm.build(sched, [A, B, C],
target="11lvm")

kc),
mr) ]

kc),
g iy B [

Ps

pr)

*
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C) Apache TVM

40
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Performance of GEMM on NVIDIA Carmel - ResNet-50 v1.5

mm TVM
= BLIS
,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,, s OpenBLAS |-
= ARMPL

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

Layer id.

ACM Trans. Math. Software, 2016

Algorithm XXX: Automatic Generators for a Family of Matrix
Multiplication Routines with Apache TVM
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« Matrix Engines
DL y compresion dispersa
* Precision mixta, cuantizacion y entrenamiento
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