
 

 

Abstract — Scientific algorithms are typically coded in 

high level languages making use of floating-point arithmetic. 

However, the usage of floating-point arithmetic operators in 

high performance reconfigurable systems is nowadays scarce 

due to their area requirements. Fixed-point arithmetic is 

used instead, which turns into a slow hardware development 

life cycle. In this paper we present a low-area implementation 

of a binary IEEE 754-2008 core for addition and multiplica-

tion. The frequency-area tradeoff achieved by these operators 

greatly outperforms Altera Stratix III cores, and has compa-

rable results for the ones provided for Xilinx Virtex-5. 
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I. INTRODUCTION 

The utilization of floating-point (FP) arithmetic in high 

performance reconfigurable systems has been scarce, 

and it still is, because of the area requirements of these 

arithmetic operators [1, 2, 3]. The traditional approach 

has been the usage of fixed-point arithmetic, which 

involves a tedious process of dynamic range analysis, 

quantization and accuracy verifications. This strategy 

suffers from limitations since it is not always possible to 

have a bounded enough dynamic range  and therefore, it 

may be not possible to obtain a sound fixed-point solu-

tion. In those cases where the dynamic range is easily 

adjusted by means of an exponent, it is necessary to 

employ a floating-point solution. Furthermore, scientific 

algorithms are typically coded in high level languages 

such as C/C++ or FORTRAN which make use of float-

ing-point arithmetic. If reconfigurable devices want a 

room in scientific application acceleration, an agile 

hardware development life cycle is needed, which in 

turns means the use of hardware synthesis from high 

level languages [4, 5, 6] and floating-point arithmetic. 

Hardware acceleration requires high throughput, and 

pipelining is a must. However, most pipelined intellec-

tual property (IP) cores focus on working at high clock 

frequencies, meaning excessive increases in terms of 

register utilization, not only due to the internal registers 

of each core, but also because the registers needed to 

synchronize the signals in the pipeline. Additionally, the 

high clock frequencies that these individual cores are 

capable, are rarely achieved in a whole design, either 

because of I/O restrictions or because of routing re-

strictions. 

Therefore, the usage of low-latency operators improves 

the utilization of FPGA resources allowing the imple-

mentation of more complex algorithms or better perfor-

mance by allowing further parallelism in terms of kernel 

replication. 

This paper describes the implementation of low-latency 

addition/subtraction and multiplication cores based on 

the IEEE 754-2008 binary standard [7], which is the 

most widely used format for floating-point arithmetic 

[8]. The norm establishes the following number repre-

sentation: the most significant bit (MSB) indicates the 

sign. The following   bits designate the biased expo-

nent,  , and the       least significant bits (LSB) 

specify the significand field S, where the integer part, is 

implicit. The value associated is              
       . 

However, not all values of   and   are available, since 

some values require special consideration. The zero is 

represented with     and     and infinity by 

      and    . Undefined results from operations 

such as     or     which are called Not a Number 

(NaN), are represented with       and    . Other 

special values are those called subnormal numbers, 

which have     and and a non-zero significand, 

   . Their associated value is              
      , which allows working with much more smaller 

values. Depending on the widths for each field, the IEEE 

754-2008 standard defines four binary floating-point 

formats: binary16, binary32, binary64 and 

binary128. Among them, binary32 and bina-

ry64 are the most extended ones, as they correspond to 

the C types float and double, respectively. Table I shows 

the bitwidths for the different binary formats. 
 

 

Table I. Parameters for IEEE 754-2008 binary formats 

 

Parameter binary16 binary32 binary64 binary128 

  16 32 64 128 

  11 24 53 113 
     15 127 1023 16383 

  5 8 11 15 
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Our arithmetic cores are fully compliant with the IEEE 

754-2008 standard except for signalling NaNs and sub-

normal numbers. The former are only useful when col-

laborating with a microprocessor that handles excep-

tions, which is not typically the case in reconfigurable 

solutions. The latter are rarely implemented in FPGAs 

since the area and complexity involved in their imple-

mentation are not justified. By simply adding one more 

bit to the exponent, the numeric range outperforms by 

far that achieved by subnormals. Our arithmetic cores 

have been developed with the purpose of working at a 

moderate frequency of        at the lowest latency 

possible. 

 

The remainder of this report is organized as follows: 

section II describes the addition/subtraction core imple-

mentation and section III focuses on our multiplication 

core implementation. In section IV, the performance and 

area of our components are measured using both Xil-

inx’s and Altera’s FPGAs, compared with their native IP 

cores. Finally, section V provides some conclusions. 

 

II. ADDITION/SUBTRACTION 

 

Let 

                            

                            
 

be two numbers in floating-point representation. In order 

to clarify the discussion let us first suppose the addition 

case, i.e.,             and            (other-

wise, operands can be swapped). In this situation: 

 

       

                     
         

             

 

Before adding the significands, an adjustment has to be 

performed (      
         ), the alignment phase. The 

next step is to perform the addition, 

 

  
           

        

          
 

 

where the three extra bits (guard, round and sticky) are 

needed to guarantee the precision. Actually, the sticky 

bit is zero if and only if all the remaining hidden LSB 

are zero. Therefore, the alignment phase is not just a 

right shift of     –     bits, the previous considera-

tion has to be taken into account. 

 

After the addition, a first normalization may be required, 

since       
     . Then, the rounding process is 

applied. We implement round to nearest ties to even, i.e, 

we round up when the LSB are “   ” or “   ” or 

“    ”. If rounding leads to   
      then a second 

normalization is required. A pseudocode is shown in 

Algorithm 1. As it is impossible to have simultaneously 

the two normalization processes, they can be combined 

into a single operation, which increments the exponent 

and shifts the significand when   
            or 

  
             . 

Algorithm 1. Floating-point addition pseudocode 

if Ea = Eb then 

   E := Eb; 

   Sz := 1.Sa + 1.Sb >> (Ea-Eb) ; 

else 

   E := Eb; 

   Sz := 1.Sa >> (Eb-Ea) + 1.Sb; 

end i f ; 

if Sz >= 2.0 then --1st normalization 

   E := E+1; 

   Sz := Sz >> 1 ; 

end if ; 

SZ := round (SZ) ; 

if Sz = 2.0 then --2nd normalization 

   E := E+1; 

   Sz := Sz >> 1 ; 

end if ; 

 

Let us now consider the subtraction case,       
       and           again. A pseudocode is de-

picted in Algorithm 2. The situation is more disadvanta-

geous. The problem is that after the subtraction, 

      
      and the normalization requires knowing 

how many leading zeros there are, which is quite com-

plex in terms of speed an area. Another disadvantage is 

the fact that if we only consider          , the case 

          can lead to   
                   

   , and we must compute –   
 , which is expensive in 

two’s complement and increments the combinational 

delay. An alternative is precomputing   
        

          and choose this operation if           

and   
   . 

 
Algorithm 2. Floating-point subtraction pseudocode 

if Ea >= Eb then 

  E := EA; 

  Sz := 1.Sa - 1.Sb >> (Ea-Eb); 

else 

  E := EB; 

  Sz := 1.Sa >> (Eb-Ea) - 1.Sb; 

end if 

if Sz < 0 then 

  Sz := -Sz; 

  sign := 1; 

end if 

k := leadingzeros(Sz); 

Sz := Sz << k; --1st norm 

E := E-k ; 

Sz := round(Sz); 

 

It must be noted that the alignment phase and the lead-

ing zeros count process are those with the biggest com-

binational delay. If a one-cycle addition/subraction core 

is desired at the best frequency, a datapath of the two 

simultaneous processes must be avoided. To achieve 

that, it is worth pointing out that the leading zeroes pro-

cess is bounded,    , when            . We 

can spend a little more area by parallel computing the 

cases     –      . By doing this, alignment and 

leading zeros process do not happen in the same 

datapath, as the alignment is “manually” performed for 

those cases and they do not require leading zeros count. 



 

The only advantageous side of the subtraction is that the 

case when   
  is rounded up to two never holds. 

Earlier, we have introduced the need to perform the 

arithmetic operation with three extra bits needed for the 

rounding (guard, round and sticky). However, the IEEE 

754-2008 standard does not say anything about this. The 

default rounding scheme, round to nearest ties to even is 

defined as “the floating-point number nearest to the 

infinitely precise result shall be delivered; if the two 

nearest floating-point numbers bracketing an 

unrepresentable infinitely precise result are equally 

near, the one with an even least significant digit shall be 

delivered”. Let us discuss why these three extra bits are 

needed. Consider the infinitely precise result 

 

  
                                  

 

before normalization. If normalization is not required, 

       , then it would be enough to know     and if 

             . 

 

For the addition, if normalization is required, 

 

        

   
                                  

 

and now, we need to know         and if 

                 . 

 

For the subtraction, if normalization is not required, it is 

the same as before. On the contrary, we can distinguish 

two cases: 

if              , we showed that the number 

of leading zeros is bounded,    . Therefore, 

  
                                   

and we need to know         and if 

                 . 

if              , the alignment process leads to 
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Figure 1. Exponent Selector Block  

 

To sum up, in the worst case we need to know 

           and if the remaining bits are all zero. This is: 

guard, round and sticky. 

Taking into account the previous discussion, we present 

the schematics used in the add/sub floating point opera-

tor. Figure 1 shows the Exponent Selector block, which 

determines the biggest exponent and their absolute dif-

ference. 

 

The Swapping Block (Figure 2) leaves in A and B the 

biggest and lowest operands, respectively, using the 

absolute difference of exponents. It may be not the case 

when the exponents are the same, but this is then con-

sidered. 

 

mux mux

A B

1.SA000 1.SB000

 
Fig. 2. Swapping Block 

 

 

The Operation Block shown in Figure 3 performs the 

alignment, which is a right shift of the number of bits 

given by the absolute difference of exponents. Then it 

performs the arithmetic operation, which is determined 

by the signs of the input operands. Instead of checking 

the sign of the resulted operation and doing the two’s 

complement if negative (what would increase delay), the 

subtraction             is performed in parallel, 

which covers the case           and      . 

Finally, the correct result is chosen. 
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The normalization process follows independent and 

parallel paths for addition and subtraction. The first 

case, which is shown in Figure 4, shifts to the right the 

result from the operation when it is bigger than    . In 

this case and also when the rounding will lead to    , the 

exponent is increased in one unit. This exponent addi-

tion might lead to an overflow, which is checked. 
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Figure 4. Normalization Add Block 

 

The normalization process for the subtraction case is 

shown in Figure 5. As discussed earlier, the number of 

leading zeros, k, is computed. Then, the intermediate 

result is shifted k bits to the left and the exponent is 

decremented in k units. Now, there exists the possibility 

of an underflow, which is also checked. Finally, we 

would have the round to nearest ties to even process, 

that would round up when the LSB are “   ” or “   ” 

or “    ”. Note that the case in which the rounding 

leads to     does not require special consideration; since 

the rounding addition leads to        and the integer 

part is removed in the packing process. 
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Figure 5. Normalization Sub Block 

 

Figure 6 shows a two-stage addition/subtraction compo-

nent built with previous blocks, where the special cases 

of addition/subtraction with zero are not shown for sim-

plicity. Alignment and Normalization for the subtraction 

case have the worst delay. Registering just after the 

Operation Block allows operating above        in 

Stratix III and Virtex-5. Further details about area and 

maximum clock frequency are given in section IV. 
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Figure 6. Two-stage floating-point adder/subtracter 

III. MULTIPLICATION 

Multiplication is somehow easier than addition. Let   

and   be two floating-point numbers defined as in the 

previous section, and 
 

       

                                             
 

Since          and         , the inequality 

      
                holds. Therefore, the 

normalization process may require, at most, dividing by 

two, i.e, a right-shift over   
  and addition of the unit to 

the exponent. A pseudocode can be seen in Algorithm 3. 

 
Algorithm 3. Floating-point multiplication pseudocode  

sign := sign_a xor sign_b; 

Sz := 1.Sa * 1.Sb; 

E := Ea + Eb - bias; 

if SZ >= 2.0 then -1st normalization 

   E := E+1; 

   Sz := Sz >> 1; 

end i f ; 

SZ := round(SZ) ; 

if s = 2.0 then --2nd normalization 

   E := E+1; 

   Sz := Sz >> 1; 

end if ; 

 



 

The round to nearest ties to even process in the multipli-

cation only requires two additional bits: round and 

sticky. Let us consider the infinitely precise operation 

 

  
                                             

 

It is only necessary to keep     and whether 

                  .  

The sticky bit is usually computed as the OR of the 

    LSB bits after the multiplication but there is an-

other alternative. Let           and           the first 

least significant non-zero bit in the significands of   and 

 , respectively. Then, the first least significant non-zero 

bit in the multiplication is             . Therefore, 

                , ie., in parallel to the mul-

tiplication, the     LSB of each operand can be 

checked looking for the first active bit and then evaluate 

the condition. The simplified schematic of the multiplier 

that we have implemented, where special cases are omit-

ted for simplicity, is shown in Figure 7. The integer 

multiplication restricts the maximum frequency that can 

be achieved but it is easy to pipeline this operation and 

we have developed a configurable-latency core. Also, it 

must be noted that FPGAs contain embedded multipliers 

which can be used, saving a considerable amout of logic 

and slightly better performance. Further details are given 

in section IV. 
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Figure 7. N-stage floating-point multiplier 

 
Table II. binary32 addition/substraction. Area and perfor-

mance for Xilinx Virtex-5 

 

Core Latency LUTs FFs Slices Fmax 

Own 1 526 32 203 88,2 
Xilinx 

CORE 
1 475 32 175 96,2 

Own 2 593 73 204 161,9 
Xilinx 

CORE 
2 534 133 163 171,4 

 
Table III. binary64 addition/substraction. Area and perfor-

mance for Xilinx Virtex-5 

 

Core Latency LUTs FFs Slices Fmax 

Own 1 1072 64 393 62,3 
Xilinx 

CORE 
1 974 64 344 65,2 

Own 2 1181 137 484 125,5 
Xilinx 

CORE 
2 992 260 391 132,3 

IV. AREA AND PERFORMANCE 

 

In this section we measure and compare the performance 

of our arithmetic operators in two FPGAs with similar 

technology from Xilinx and Altera, Virtex-5 sx240t-2 

[9] and Stratix III SE260-C3 [10]. The comparison is 

performed against the arithmetic cores from Altera and 

Xilinx, which have been generated by the MegaWizard 

Plug-In Manager [11] and CORE Generator, respective-

ly. Data has been measured with Quartus II 11.0 [12] for 

the Stratix III and with ISE 13.1 [13] for the Virtex-5 

FPGA after place and route. Comparison with Altera 

cores is not very fair because the MegaWizard Plug-In 

Manager does not allow to freely set the latency of oper-

ators, while Xilinx’s CORE Generador does allow it. 

The case is that Altera’s lowest latency addition core has 

7 stages and multiplier has 5, which makes comparison 

difficult.  

 

Table II and Table III show area and performance for 

Xilinx’s FPGA in binary32 and binary64, respec-

tively. Xilinx’s components performs slightly better and 

requires also slightly less area, and breaking the 

       threshold requires at least two stages both in 

binary32 and binary64. However, our core re-

quires less registers for the two-stage adders. 

 

In Table IV and Table V can be seen the results for 

addition in Altera’s FPGAs. Even though there are not 

low-latency components in the MegaWizard Plugin-

Manager, which difficulties comparison, our component 

performs clearly better since it achieves almost the same 

clock frequency in two stages that the seven-stage com-

ponent from Altera. Moreover, area is also smaller for 

our component. 

 
Table IV. binary32 addition/substraction. Area and perfor-

mance for Altera Stratix III 

 

Core Latency ALUTs FFs ALMs Fmax 

Own 1 567 32 353 85,9 
Own 2 496 73 320 161,3 
Altera 7 537 343 324 163,4 

 

 
Table V. binary64 addition/substraction. Area and perfor-

mance for altera Stratix III 

 



 

Core Latency ALUTs FFs ALMs Fmax 

Own 1 1234 64 797 53,0 
Own 2 1121 137 757 105,5 
Altera 7 1135 621 716 147,0 

 

Multiplication details for binary32 and binary64 

in Xilinx’s FPGAs can be seen in Table VI and Table 

VII. As it can be seen, there is huge area saving from 

using DSP blocks, at the same that performance is 

slightly better. Our arithmetic component performs 

slightly better than Xilin’s at the cost of some area. This 

extra area is due to the parallel sticky-bit computation. 

Another thing to note is the enormous utilization of DSP 

blocks in binary64 of our component. 

 
Table VI. binary32 multiplication. Area and performance 

for Xilinx Virtex-5 

 

Core Latency LUTs FFs Slices DSPs Fmax 

Own 1 141 32 53 2 119.8 
Xilinx 

CORE 
1 80 33 28 2 110.9 

Own 2 152 46 48 2 173.0 
Xilinx 

CORE 
2 82 49 27 2 166.3 

Own 3 130 68 64 2 295.5 
Xilinx 

CORE 
3 158 52 56 2 256.0 

Own 1 793 34 216 0 104.1 
Xilinx 

CORE 
1 658 33 195 0 85.6 

Own 2 803 75 224 0 121.7 
Xilinx 

CORE 
2 665 141 193 0 150.3 

Own 3 815 183 230 0 181.8 
Xilinx 

CORE 
3 699 239 184 0 205.2 

 

 
Table VII. binary64 multiplication. Area and performance 

for Xilinx Virtex-5 

 

Core Latency LUTs FFs Slices DSPs Fmax 

Own 1 492 65 183 15 61.8 
Xilinx 

CORE 
1 125 64 42 10 40.6 

Own 2 498 138 176 15 76.7 
Xilinx 

CORE 
2 135 83 48 10 77.0 

Own 3 513 242 192 15 105.4 
Xilinx 

CORE 
3 136 91 46 10 116.1 

Own 1 3322 64 882 0 66.8 
Xilinx 

CORE 
1 2595 64 738 0 55.3 

Own 2 3326 137 893 0 97.8 
Xilinx 

CORE 
2 2608 285 828 0 87.9 

Own 3 3353 458 909 0 111.6 
Xilinx 

CORE 
3 2637 762 751 0 136.9 

 
Table VIII. binary32 multiplication. Area and performance 

for Altera Stratix III 

Core Latency ALUTs FFs ALMs DSPs Fmax 

Own 1 127 32 71 4 121.3 
Own 2 131 73 78 4 185.1 
Own 3 130 88 81 4 196.2 
Altera 5 149 144 99 4 212.0 
Own 1 604 32 317 0 108.9 
Own 2 606 73 326 0 144.4 
Own 3 604 115 322 0 144.9 
Altera 5 620 481 419 0 208.4 

 

Multiplication details for Altera can be seen in Table 

VIII and Table IX. Again, the MegaWizard Plug-In 

manager lacks flexibility for lower latencies. Again, 

DSP versions perform slightly better than logic-based 

ones. Now, there are no differences in the DSP block 

utilization of our component and the manufacturer ones, 

which can indicate bad optimization of Xilin’x synthe-

sizer. Also note that the differences between DSP blocks 

in Xilinx and Altera are related to the architectural con-

struction of these embedded blocks. 

 
Table IX. binary64 multiplication. Area and performance 

for Altera Stratix III 

Core Latency ALUTs FFs ALMs DSPs Fmax 

Own 1 360 64 204 10 76.9 
Own 2 350 137 205 10 99.4 
Own 3 354 211 205 10 99.6 
Altera 5 353 363 247 10 191.3 
Own 1 2441 64 1248 0 71.5 
Own 2 246 137 1264 0 91.0 
Own 3 2445 211 1257 0 94.7 
Altera 5 2452 1170 1416 0 141.8 

V. CONCLUSION 

We have presented a low area, low latency oriented 

implementation for IEEE 754-2008 binary floating point 

addition and multiplication cores. The results show that 

our implementation greatly outperforms Altera cores, 

and is comparable for the ones provided by Xilinx. This 

difference is a cause of the lack of reconfigurability of 

Altera cores compared with Xilinx ones, especially 

when it comes to latency configuration. 

In Altera stratix III, own cores operating at similar fre-

quency than the provided by Altera megafunction reduce 

the latency for 32 bit FP addition from 7 to 2 cycles, and 

the FP multiplication from 5 to 3 cycles. 

The arithmetic cores here presented have been success-

fully applied in several projects to obtain speedup in 

several kinds of scientific applications [14, 15, 16]. 
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