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Resumen—This paper presents the Load Balancing for
OpenCL (lbcl) library, devoted to automatically solve
load balancing issues on both multi-platform and het-
erogeneous environments. Using this library, a single
kernel can be executed on a set of heterogeneous de-
vices, giving each device an amount of work propor-
tional to its computing power. A wrapper has been
developed so the library can balance the workload of
an existing application not only without introducing
any changes into its source code, but without any re-
compilation stage. Also a general OpenCL profiler
has been developed to easily do a detailed profiling of
the obtained results.

Palabras clave— OpenCL, load balancing, multi-
device

I. Introduction

In recent years a major change in high performance
computing systems has come. One of the proposed
solutions is the use of hardware accelerators (such as
GPUS and FPGAs) that speed up the performance
of certain kind of applications. However, this new
generation of high performance systems presents a
main drawback: they have become highly heteroge-
neous environments.

One of the first initiatives to alleviate this problem
has been the development of a standard for program-
ming heterogeneous systems, the Open Computing
Language (OpenCL). It favors the portability of code
as well as the use of heterogeneous environments.

However, there is much work to do yet. One of the
challenging problems with a tremendous impact on
the performance of parallel applications (especially
in heterogeneous environments) is load balancing.

In connection with this, the current standard of
OpenCL has a number of important drawbacks. For
instance, in a multi-platform environment where
multiple devices of the same type (for example an
environment with multiple GPUs) are available, the
same kernel can not be distributed among multiple
devices. This kind of limitation make it impossible
in many cases to maximize the performance of the
system.

This paper presents a new framework, Load Bal-
ancing OpenCL (lbcl) whose main objective is to pro-
vide OpenCL developers with a mechanism which
allows to execute a kernel on all or some of the
available devices in both multi-platform and hetero-
geneous environments. In this way the same ker-
nel can run simultaneously on different devices (e.g.
CPUs and GPUs). At the same time the framework
distributes the workload among different subdevices,
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which might possibly belong to different platforms,
in order to optimize the use of all the available re-
sources over the use the OpenCL runtime does itself.

Another important advantage is that lbcl offers a
high level of abstraction to the developer, Regarding
to this issue it is noteworthy that lbcl allows the cre-
ation of contexts with devices that belong to more
than one platform, something that it is not possible
to do with OpenCL. Additionally, the management
of the underlying context, devices and buffers are
hidden to the developer. All the proposed solutions
try to maintain a high degree of transparency for the
developer, while minimizing the overhead and mem-
ory requirements.

Finally, a compatibility wrapper has also been de-
veloped. It allows using the lbcl library without any
change of the source code, and even without any
recompilation, on applications previously developed
with the OpenCL API. Library interposition is used
in order to translate OpenCL calls into the appro-
priate lbcl equivalents.

II. State of the Art

With the advent of APIs like CUDA and OpenCL,
GPUs have become more open for their use in general
purpose computing. They have raised an obvious in-
terest on studying how to dynamically distribute the
workload among the available devices [1], although
the works are mainly focused on nVIDIA and CUDA.
Some other attempts, like StarPU [2] propose a li-
brary to deal both with OpenCL and CUDA, taking
also advantage of the fact that the host is nowadays
a multicore.

Qilin [3] presents an adaptive mapping of the prob-
lem to the available resources focused on CUDA. It
adapts the initial workload, adjusted then to changes
on the application, its data or changes on the hard-
ware from one run to the following.

Boyer et al. [4] propose a software framework that
automatically divides kernel execution across differ-
ent devices. They do not give details of their im-
plementation or the experimental setup used. Also
they claim to do an analysis of the kernel source to
analyze access patterns but no details are given and
no overhead times are reported.

Chen et al. [5] propose a task-based fine-grained
execution scheme on CUDA to dynamically balance
workload on individual GPUs and among GPUs.

Binotto et al. try to abstract the processing units
(PUs) using the OpenCL API. Their dynamic load
balancer works in two phases: first, it establishes an
initial scheduling guess based on different estimation
costs (based on timing, performance, distribution,
power consumption, memory allocation, and others)
and analyzes changes in runtime conditions [6].



Spafford et al. claim that to effectively distribute
a kernel among multiple OpenCL devices. They pro-
pose Maestro [7], a library that uses benchmarks and
the OpenCL device interrogation API to character-
ize a system and establish an initial distribution of
work among the available devices.

III. Load Balancing in OpenCL

A. Definition of the goal

OpenCL provides a standard and uniform way to
harness the computing power of heterogeneous sys-
tems. It allows the programmer to describe a paral-
lel algorithm to be computed on one or several “de-
vices”, under the control of a “host” which provides
the input data and uses or postprocesses the results
of such computation.

The algorithmic unit of OpenCL is a “kernel”; it
is the programmer responsibility to abstract its com-
putation requirements into a combination of kernels,
and to decide which of the available devices is going
to execute each kernel. When a kernel is enqueued
on a given device, several instances (called “work-
items”) of the kernel are run on it, over a certain
set of input data, and place the results on some out-
put buffers. The work-items are grouped on “work-
groups” within which certain amount of synchroniza-
tion is possible. Separate work-groups are executed
concurrently with no communication among them.

Enqueuing a kernel in a device can thus be rep-
resented as Q =< k, d, L,G, I,O >, where k is the
kernel function, d is the device where the kernel is
enqueued, L is the set of work-item identifiers inside
a work-group, G is the set of work-group identifica-
tion, I is the set of input buffers, O is the set of
output buffers (note that a certain buffer can belong
to both I and O).

Unfortunately, OpenCL execution models force
the host to decide on which device a given Q is en-
queued; it is not possible to distribute such operation
over several devices. The goal of the current work is
to provide the programmer with a compound device
dc so that a enqueuing operation of the form:

Qc =< k, dc, Lc, Gc, Ic, Oc >

results in a series of new enqueuings:

Q0 =< k, d0, L0, G0, I0, O0 >
Q1 =< k, d1, L1, G1, I1, O1 >

. . .
Qn =< k, dn, Ln, Gn, In, On >

where d0, d1, . . . , dn are the real devices over which
the operation is to be distributed, and a merging
function f

On → O
O,O′, O′′, . . . → f(O,O′, O′′, . . .)

such that

f(O0, O1, . . . , On) = Oc (1)

B. Restrictions by execution and memory models

As it has been already mentioned, work-items in-
side the same work-group can perform some synchro-
nization and communication among them. Given
that the different operations Q0, Q1, . . . , Qn are go-
ing to run on separate devices, and in order to min-
imize the required inter-device communication, it
makes much more sense to distribute the workload
taking the work-group as an atomic distribution unit,
that is: L0 = L1 = . . . = Ln = Lc.

The OpenCL memory model defines four sepa-
rated address spaces: private memory, local mem-
ory, global memory and constant memory. Declaring
the work-group as an indivisible workload distribu-
tion element automatically solves any issues related
with private and local memory, since those cannot
be shared among different work-groups. Different
Qi, i = 0 . . . n are run on separate devices, among
which there is not any shared memory, so a buffer
scheme such that

Ii ∩ Ij = ∅, i 6= j and Oi ∩Oj = ∅, i 6= j

is needed. It is accomplished by making each Ii and
Oi a set of separate buffers, residing on global mem-
ory of the device di, and whose contents before Qi

is started are a copy of those in the original sets I
and O. Possible optimizations to reduce these copies
will be discussed later on. It is important to real-
ize that a buffer belonging to both sets Ic and Oc

(that is, a buffer that serves as input and output for
Qc) maintains the correct memory model semantics
under this scheme. Different work-groups of a ker-
nel enqueuing operation might execute concurrently,
and this means that no work-group can expect to have
the output of any other work-group available in an in-
put/output buffer. Within a work-group this kind of
buffers are required to preserve memory consistency,
but this is again guaranteed by the atomicity of the
work-groups in the Qi distribution.

Therefore, the balancing problem is reduced
to find a suitable work-group distribution
(G0, G1, . . . , Gn) as well as a merging function
f so that goal requirements expressed in Eq. 1 are
meet and

T = max(time(Q0), time(Q1), . . . , time(Qn))+time(f)

is as small as possible (in any case, T ≤ time(Qc)).

C. Merging at high level

It has been already stated that output buffers from
separate operations Qi will be disjoint, and thus a
merging function is required to combine all those
buffers into a single output buffer Oc. This function
of n subsets of output buffers onto a set of output
buffers O can be separated on per-buffer merging
functions, so that:

fi(O0i
, O1i

, . . . , Oni
) = Oci , i = 0 . . . |Oc|

remembering that |O0| = |O1| = . . . |On| = |Oc|.



For each output buffer o ∈ O of a kernel enqueue
operation Q, it can be defined the output shape as a
function for every element e ∈ o:

sQ,o(e) =

{
1 if e is written by Q
0 otherwise

Now, for a set of operations (Q0, Q1, . . . , Qn)
which distribute the workload of the compound
query Qc, the merging function of each output buffer
oi ∈ Oc can be defined based on the above as:

fi(. . .) = sQ0,O0i
·O0i

+

(1− sQ0,O0i
) · sQ1,O1i

·O1i
+

(1− sQ0,O0i
) · (1− sQ1,O1i

) · sQ2,O2i
·O2i

+

. . .
(2)

OpenCL does allow several work-items to write the
same element of an output buffer, meaning that in
general ∃e ∈ oi, oj/sQi,oi = sQj ,oj = 1, i 6= j. How-
ever, the concurrent work-item execution model im-
plies that the order of such accesses to the same el-
ement is undefined, and any order imposed by the
implementation complies with the required seman-
tics. Hence the terms (1 − s) in Eq. 2 select the
output element of just one partial enqueue operation
in such a case.

The output shape of Q can be obtained by three
different ways: 1) Examining kernel k; 2) Modifying
kernel k so its output shape becomes a known and
convenient one; 3) Examining the output buffers O.

The option 1 requires careful kernel function anal-
ysis to detect the write access patterns of the output
buffers While this could theoretically be performed
at source level as claimed by Boyer et al. [4] this
analysis is computationally heavy so in practice it
requires access to the compiled kernel function (in-
termediate representation), and thus needs interac-
tion with the OpenCL runtime implementation.

The method 2 implies applying transformations to
the kernel function, and reversing such transforma-
tions on the output buffers. Given a enqueue opera-
tion:

Qc =< k, dc, Lc, Gc, Ic, Oc >

a transformation t is performed on k so that

Q′c =< t(k), dc, Lc, Gc, Ic, O
′
c >

Oc = t−1(O′c)

can be divided into

Q′0 =< t(k), d0, L0, G0, I0, O
′
0 >

Q′1 =< t(k), d1, L1, G1, I1, O
′
1 >

. . .
Q′n =< t(k), dn, Ln, Gn, In, O

′
n >

The transformation t is chosen so that the output
shape of each partial operation Q′i, i = 0 . . . n is a
known one (a convenient option such t that makes
each Q′i to write a contiguous region of each output
buffer, which allows merging by large blocks). While
this technique is potentially capable of providing op-
timal results, as it allows the transfer of data on con-
tiguous blocks, applying the kernel transformation at
source level is rather difficult.

Fortunately, is is possible to obtain the output
shape of an operation without any access to the im-
plementation internals. The approach 3 basically
looks into the output buffers before and after the
enqueue operation; any changed value indicates the
operation wrote in that buffer element. While this
might not provide a totally accurate sQ,o(e) (writting
the same value already stored on a buffer element
will not be detected as a write), the approximation
is good enough for the application of Eq. 2, and
those “trivial writes” can safely be ignored.

IV. Proposed framework

As a result of the present work, a library has been
developed which allows programs to perform compu-
tations on some or all the available OpenCL devices
in a given system, balancing the workload to obtain a
better utilization of those computing resources than
by a direct use of the OpenCL runtime API.

A. Library overview

The Load Balancing for OpenCL library (lbcl)
stays on top of the OpenCL libraries and drivers,
and provides the application with a simplified inter-
face which resembles the OpenCL API, but is much
simpler. This simplification comes from two main
facts. On one hand, some of the inherent complexity
of OpenCL is plainly meaningless for lbcl ; the most
clearly visible example of this is the device handling.
The load balancing library distributes the work over
all physical computing devices declared available for
it, making the device specification on lbcl operations
unnecessary.

On the other hand, and related to the aforemen-
tioned complexity of OpenCL, the interface was sim-
plified on purpose to ease library usage. While the
OpenCL API has to cope with a plethora of different
configurations, profiles, and usage scenarios, the use
cases of lbcl are more restricted. An example of this
can be found on the nonblocking operations: while
regular OpenCL allows enqueuing nonblocking op-
erations in the device, freeing the host during that
operation, when using the load balancing library the
host (i.e. CPU) could to be used also as a device,
taking some load off the real devices (usually GPUs).
All lbcl operations are therefore considered blocking,
and the interface is simplified.

The usual steps for an application using the pro-
posed library are: 1) Create a context; 2) Build a
kernel function; 3) Create input and output buffers
and fill them as appropriate; 4) Execute the kernel;
5) Read the results back from output buffers; which
is quite similar to a standard OpenCL flow, but re-
quires much less code due to the simpler interface.
A summary of the lbcl API is shown in Table I.

Placed on op of the system OpenCL libraries
(Fig. 1), lbcl is not restricted to the devices pro-
vided by one platform. While the access to cross-
platform devices is already solved by ICD extension,
bare OpenCL does not allow the creation of contexts
with devices belonging to more than one platform.



TABLA I

Summary of lbcl API.

lbclCreateContext Create a context with all the de-
sired devices.

lbclCreateKernel Create and build a kernel func-
tion from OpenCL kernel lan-
guage source file.

lbclCreateBuffer Create a buffer handler (might
represent more than one real
buffer).

lbclReadBuffer Read data from a buffer handler
to host memory.

lbclWriteBuffer Write data from host memory to
a buffer handler.

lbclRunKernel Run a kernel with given parame-
ters, balancing the load over the
computing resources.

lbclReleaseBuffer Release an allocated buffer han-
dler and associated buffers.

lbclReleaseKernel Release a created kernel.
lbclReleaseContext Release a context and all related

data.

Fig. 1. Placement of lbcl on the library stack.

OpenCL libraries/drivers

device 0 device 1 device 2 device 3

platform A platform B

ICD layer

lbcl

application

simple lbclXXX interface

complete clXXX interface

The proposed library does allow it, and hides the
underlying context, device and buffer management,
transparently providing the programmer with a con-
text containing all the available computing resources.

B. Context and device handling

In OpenCL, resources managed during program
execution are organized in contexts. A context ab-
stracts the information required by the implementa-
tion to handle the computing devices as well as to
export their capabilities to the application by means
of the OpenCL API. Similarly, lbcl also uses the con-
cept of context as a placeholder for all the data it
requires during its execution.

Each context, as defined by the OpenCL standard,
can comprise several devices, being also possible for
a physical device to be included in more than one
context. However, there are some limitations that
might prevent the creation of a context including all
the available devices of a certain system.

OpenCL defines the platform model as a host con-
nected to one or more OpenCL devices. The appli-
cation runs in the host platform, following the ex-
ecution rules of the host environment, and submits
commands to the devices as appropriate. In practice,
this is implemented by a user-space library and a
kernel-space device driver, both running on the host
system. Then, the host system is understood as the
combination of them and both the host hardware and
software environment.

Different devices might require different drivers
and/or libraries, meaning that a physical host can
actually encompass more that one platform, i.e.
it would have as many platforms as OpenCL li-
brary/driver implementations are present on the sys-
tem. In the usual case each device (GPU or accel-
erator) vendor has its own OpenCL implementation,
meaning that there are as many platforms as differ-
ent hardware (from different vendors) are installed
on a given host. Every context created on a host is
associated with one of these platforms.

As it has been already mentioned, the proposed li-
brary supports load balancing among several devices,
which might possibly belong to different platforms. A
lbcl context will contain every device is selected to
be assigned work to, which in turn needs to be in
an OpenCL context. Therefore there are two possi-
ble strategies to follow for each lbcl context : 1) Cre-
ate one separate OpenCL context per device, or 2)
Group devices belonging to the same platform, creat-
ing one OpenCL context per platform. While option
1 can be seen as more regular, it effectively causes ex-
cessive duplication of data structures, which rises the
memory overhead of the load balancing library com-
pared with barebone OpenCL. Our approach follows
then option 2, which creates the minimal amount of
different contexts required to manage all the desired
computing devices.

Within each context, commands are sent to de-
vices by using command queues. Each queue is asso-
ciated with a single device, which makes it necessary
to create as many queues as the total number of de-
vices managed by the load balancing library. While
OpenCL allows several queues to be associated with
the same device, this is not used by the proposed
framework, which uses always the same queue to sub-
mit commands to a certain device. Of course, each
queue is created inside the OpenCL context its asso-
ciated device belongs to.

C. Buffer handling and merging

Input and output data for kernel execution oper-
ations on devices are represented in OpenCL API
by memory object handlers, which must be created
within an OpenCL context. Similarly, lbcl defines
buffer handlers to perform the same function within
lbcl contexts. We analyze now how those two con-
cepts relate, namely how many memory objects are
required for each lbcl buffer.

Let C be a lbcl context which includes two OpenCL
contexts (c0 and c1) with two devices each: c0 =<
d0, d1 >, c1 =< e0, e1 >, C = c0, c1 ; in which
it is desired to create a buffer B to be used in an
enqueuing operation Q on a compound device d, that
will be distributed in four operations Q0, Q1, Q3, Q3

over four devices d0, d1, e0, e1. In the general case,
different devices do not share any global memory,
meaning that as explained in III-B the buffers used
in each Qi need to be different. Thus, buffer B is
represented at OpenCL level by four memory objects
b0, b1, b2, b3, each one used on a Qi.



To maintain execution semantics, read/write op-
erations on each bi need to produce the same result
as if the operation had be done on the buffer B re-
gardless of the device which effectively performed the
operation. This is achieved:

• if B is an input buffer by replicating its contents
on each bi.

• if B is an output buffer by merging the contents
of the different bi as explained in III-C.

• if B is an input and output buffer by replicating
contents before executing the Qi and merging
afterwards.

There are some strategies that can be used to re-
duce the number of required copies and memory ob-
jects. It has to be taken into account that the dif-
ferent bi have to be created in the OpenCL context
to which the matching device belongs. This means
b0, b1 ∈ c0, b2, b3 ∈ c1 Fortunately, replicating the
memory objects created inside a context among all
the devices present on that context is already done
by the OpenCL API. This means that if B is an
input buffer, then b0 and b1 can be represented by
the same memory object (b01), which will be used in
operations Q0 and Q1 both executed within context
c0. This leaves the responsibility of data replication
to the OpenCL library/driver, which could theoret-
ically even avoid it completely if devices d0 and d1

did have some kind of shared global memory.

It is not clear whether the same technique for re-
duction on the number of required memory objects
can be used when B is an output (or input/output)
buffer. This would be even more beneficial as out-
put buffer merging is much more time consuming
than input buffer copying. However, while experi-
ments show correct results, the OpenCL specification
does not guarantee (to the authors understanding)
that behavior in all cases. For this reason, the load
balancing library always creates a buffer per device
when the buffer is used as kernel output.

D. OpenCL compatibility wrapper

The balancing library lbcl provides a simplified in-
terface to the OpenCL API that is appropriate for
most high performance computing cases, and allows
faster development and less complex source code.
This simplified interface was already presented in
Table I. However, a large code base using the bare-
bones OpenCL API already exists, which could ben-
efit from the load balancing capabilities, but would
require deep modifications for lbcl usage.

In order to avoid the need of such modifications,
and ease the experimentation and adoption of lbcl
to speed up existing applications and benchmarks, a
compatibility wrapper has been developed. It per-
mits seamless usage of the load balancing library
without any code changes nor even need of recompi-
lation. The wrapper is provided as a dynamic library
which has to be preloaded by the dynamic linker of
the host operating system. It uses library interposi-
tion to translate OpenCL API calls to the appropri-

ate lbcl equivalents (which will in turn call the real
OpenCL library to access the computing devices)

Although there might be a slight performance
penalty from going through the wrapper, such over-
head is clearly overweighted by the benefits in devel-
opment time, which is completely eliminated.

It can be seen some of the OpenCL API calls
(mostly querying functions) are not interposed. Nev-
ertheless, most of the wrapper functions return valid
OpenCL objects to make these non-interposed func-
tions execute correctly.

V. Experiments and results

In order to prove the validity and performance of
our approach an OpenCL benchmark has been tested
with and without the wrapper. It is desirable that
the chosen benchmark fulfills two requirements to
be able to achieve a good parallelization. On one
hand it has to have a high computation/transference
ratio and on the other hand its computation time
has to be significantly bigger than the time needed
by the OpenCL stack to operate, which runs on CPU.
The experiments have been run in an Intel Core I7
computer with 2 nVIDIA GeForce GTX 480 GPUs.

A. Benchmark profiling

Once this two requirements have been fulfilled a
profiler has been developed. This profiler serves as
a wrapper capturing the OpenCL API calls that in-
teract with the accelerator devices, but also adding
OpenCL profiling events which at the end of the call
return execution timestamps from the device used.
These timestamps are given in nanoseconds elapsed
from an arbitrary internal reference. When using
more than one GPU their internal counters might not
have the same reference. To solve this issue a starting
Unix/epoch-based timestamp is used as a reference
allowing to convert each device-based timestamp to
the same reference. Finally a timestamp is collected
when the OpenCL stack notifies that the operation
has finished by launching the profiling callback.

Summarizing, four stages of each API call have
been tracked. (1) Queued: timestamp when en-
queued. (2) Submit: timestamp when the OpenCL
implementation submits the job for execution. (3)
Run: the start and end timestamps of the actual
execution of the operation. (4) Callback: this times-
tamp refers to the moment OpenCL notifies that the
operation has finished.

Based on the mentioned requirements and the re-
sults achieved, the test used has been the “lavaMD”
from the Rodinia benchmark [8]. Specifically, the
lavaMD code deals with molecular dynamics and
takes an input argument which is the number of
boxes the space is divided into, that in this paper
has a value of 30.

Fig. 2(a) shows the collected timestamps for the
execution of the lavaMD benchmark. The labels on
the ordinate axis represent the different API calls
the program has made while the abscissa axis show
the time measured in nanoseconds. It can be seen
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Fig. 2. Results of the profiling

that this program writes four buffers that are used as
input to the kernel (the GPU computation stage) and
a single buffer is read as output. For each API call
the four timestamps collected have been depicted.
This figure also shows that this benchmark fulfills
both of the requirements previously mentioned.

B. Parallelization results

Once the lavaMD program has been selected as a
suitable testbench the following step has been to test
the performance and to extract profiling information
of the same program but using our lbcl wrapper.

Fig. 2(b) depicts the timestamps collected but in
this case besides the OpenCL calls the additional lbcl
merging stage is shown as well.

Regarding the performance achieved it has to be
remarked the overall time reduction compared to Fig.
2(a). Both kernels are almost ideally parallelized
each one computing half of the workload. The over-
head introduced comes both from the blocking write
buffers calls and the merging step. The write buffers
have been implemented in a blocking way in order to
simplify the implementation. This overhead could
be reduced by optimizing the merging process and
trying to use non-blocking write buffer operations.

VI. Conclusions and Future Work

This paper presents a new framework to solve the
load balancing problem on heterogeneous environ-
ments as well as on multi-platform ones, called lbcl.
It supports the execution of a single kernel on a set of
heterogeneous devices, giving each device an amount
of work proportional to its computing power. This
way, the workload is balanced. Regarding heteroge-
neous environments, this library also provides devel-
opers with a higher level of abstraction.

A wrapper has been implemented in order to al-
low using the library without any need of introduc-
ing changes in a previously developed OpenCL code,
not even being necessary to recompile the applica-
tion. This wrapper captures in run time the OpenCL
API calls and converts them into lbcl calls. This is
the way load balancing can be performed in multi-
platform environments even when the source code of
an application is not available.

Finally, a general OpenCL profiler has been de-
veloped, reporting experimental results and showing
that the load balancing is successfully performed in
a multi-platform environment, with a relatively low
overhead. The speedup achieved is around 1.6 with
two devices It can be considered a good result tak-
ing into account that the load balancing has been
automatically performed without any modification
or recompilation of the benchmark’s source code.

Future work will be devoted to the development of
dynamic load balancing techniques.
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